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Abstract

My 1998 paper, “R.A. Fisher in the 21st century,” reviewed the dominance of Fisherian
methodology in 20th century theory and applications and predicted a “very good 21st century”
for Fisher. Now, a quarter of the way through that century, my prediction turns out to have
been overenthusiastic. Fisher’s ideas and methods are still important but they have become
substantially less central to current developments. A shift in the scientific environment toward
large, complicated data sets, far from the small, low-parameter situations that Fisher favored,
has produced some profoundly non-Fisherian competitors such as Deep Learning and Random
Forests. This essay examines what has been gained and what might be lost in the transition.
Fisher’s fundamental concepts such as efficiency, sufficiency, optimal estimation, and randomiza-
tion aren’t going away, but they may be remembered only dimly in a world of pure algorithmic
development.

Keywords: high and low frequentism, classical statistics, pure prediction algorithms, optimum
estimation and testing

1 Introduction

In Detroit on December 29, 1970, Leonard J. Savage, “Jimmie,” gave the Fisher Memorial Lecture at
the Joint Statistical Meetings of the American Statistical Association, the Institute of Mathematical
Statistics, and the Biometric Society. His title was “On rereading R.A. Fisher.” Savage, along with
Bruno de Finetti, was the leader of an energetic Subjective Bayes movement and one might expect,
incorrectly as it turned out, an unsympathetic critique. Two of the commentators, Churchill
FEisenhart and Oscar Kempthorne, called it the best statistics talk they had ever heard.

Savage’s talk would have been lost except for the efforts of John Pratt, another prominent
Bayesian, who used Savage’s notes to put together “On rereading R.A. Fisher” for the 1976 volume
of the Annals of Statistics along with commentary by Eisenhart, Kempthorne, de Finetti, Don
Fraser, V.P. Godambe, 1.J. Good, Steve Stigler, and myself.

Three voices are heard in the paper: Savage’s, Fisher’s, and Pratt’s. Savage asks, “What did
Fisher do in statistics?” and answers “Pretty much everything.” The commentators spoke in
agreement, with the partial exception of de Finetti. Fraser’s comment ends

But an overview shows that Fisher’s contributions constitute the central material of
present-day statistics.

This was a forgivable overstatement, but at the time not by very much. Savage’s paper remains
the best quick reference to Fisher’s work and influence.
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In August 1996 I gave a talk entitled “R.A. Fisher in the 21st century” at the Joint Statistical
Meetings in Chicago, which was followed by the printed version in Statistical Science (Efron, 1998).
Like Savage, I had a notable set of commentators: D.R. Cox, Rob Kass, Ole Barndorff-Nielsen,
David Hinkley, Don Fraser (again), and Art Dempster. The talk and paper discussed several
important topics missing from Fisherian statistics but ended with this prediction: “My guess is
that Fisher will have a very good 21st century.”

We are now a quarter of the way through the 21st century. The trouble with predictions is
that they eventually come due, and, it turns out, my 1996 crystal ball was a little cloudy. Fisher is
emphatically still with us in the form of maximum likelihood, randomized trials, significance tests
and much else, but the Fisherian point of view is substantially less central to the ongoing work of
the discipline. Why and to what extent this is true — and what has been gained and what has
been lost — is what I want to discuss here.

The “Fisherian” in my title is meant to be a little more general than “Fisher.” Another step
up would be to “classical,” encompassing all of 20th century statistics including Neyman—Wald
decision theory and Bayesian methods; but mainly I’ll stick to the Fisherian side of the story,
beginning with a review of what “Fisherian” means.

2 Fisherian statistics

Fisher was first of all a scientist, a wet-lab scientist in current terms if “wet” includes agronomy.
He worked on a farm in Canada as a young man, and then chose a position at the Rothamsted
agricultural research station' rather than accepting an academic appointment at University College
London. And, of course, Fisher was also one of the founders of modern mathematical genetics.

Even at its most theoretical, applications are always close at hand in Fisherian statistics.
Fisher’s monumental 1921-22 paper, “On the mathematical foundation of theoretical statistics,”
introduced the terms consistency, efficiency, estimate, likelihood, optimality, and sufficiency into
statistical discourse (Stigler, 2005), but 1921 also brought a paper on crop variation that included
the first use of ANOVA. Statistical Methods for Research Workers (1925) is arguably the most
influential applied statistics book of all time, but 1925 also introduced Fisher information and the
efficiency bound for parameter estimation.

Savage (1976) had this to say about Fisher’s mathematics:

Fisher was a Cambridge-trained mathematician...and a very good one, with an
extraordinary command of special functions, combinatorics, and truly geometric n-
dimensional geometry.... I had been misled [concerning his mathematical abilities] by
his own attitude toward mathematicians, especially by his lack of comprehension of,
and contempt for, modern abstract tendencies in modern mathematics.

In his discussion of Efron (1998), Cox added this comment from P.C. Mahalanobis, Fisher’s distin-
guished Indian collaborator:

The explicit statement of a rigorous argument interested him, but only on the important
condition that such explicit demonstration of rigor was needed.

It’s a little harsh but fair to say that the Fisherian edifice was built on 19th century mathematics,
not 20th. Later I'll mention the contrast with Neyman—Wald decision theory.
Efron (1998) located Fisherian statistics somewhere between Bayesian and frequentist theory,

Bayes — Fisher <— Frequentist (2.1)
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This is a little anachronistic: writing in the early 1920s, Fisher was inventing modern frequentism,

as a legitimate alternative to the rather casual flat-prior Bayesianism of the preceding century.
Fisher envied some aspects of Bayesian practice. There is more than a whiff of post-observational

randomness (i.e., posterior distribution) in Fisherian inference. Given the normal model

6~ N(6,03). (2.2)
with g known, Fisher concludes that
0 €0+ 1.9600 (2.3)

with 95% probability.

This seems inoffensive enough until you ask what “probability” means. Fisher, if not most
Fisherians, seemed to want (2.3) to apply in an almost Bayesian sense, without assuming a Bayes
prior distribution. Fiducial inference was his most aggressive effort in this direction, and his only
major idea that failed to carry the Fisherian community along with him. (See Section 7 for more
on fiducial distributions.) Dempster’s discussion following Efron (1998) strongly supported the
fiducial impulse.

The “Frequentist” term in (2.1) more properly applies to the high frequentism of Neyman and
Wald. Generations of statistics students have had their knuckles rapped for Bayesian interpreta-
tions of confidence intervals (although, in my experience, that is how most users interpret them).
Neyman’s intervals challenged the Fisherian hegemony both in terms of what they do and how they
do it.

Here is Neyman writing in 1970:2

My work on confidence intervals originated about 1930.... It so happened that,
somewhat earlier, Fisher published his first paper concerned with fiducial distributions
and fiducial argument. Quite unexpectedly, while the conceptual framework of fiducial
argument is entirely different from that of confidence intervals, the specific solutions
of several particular problems coincided. Thus, in the first paper in which I presented
the theory of confidence intervals, published in 1934, I recognized Fisher’s priority for
the idea that interval estimation is possible without any reference to Bayes’ theorem
and with the solution being independent from probabilities a priori. At the same time
I mildly suggested that Fisher’s approach to the problem involved a minor misunder-
standing.

Fisher was not the kind of person to take contradiction well, no matter how mildly stated.
The Fisher—Neyman feud transcended its considerable personal element, marking a major split in
the structure of 20th century statistics. Neyman—Wald decision theory dominated my graduate
training in the early 1960s. Fisherian ideas, even maximum likelihood estimation, went missing
from the theoretical curriculum, though not from applications in the medical school. Things later
balanced out; by the turn of the new millennium, a combination of Fisherian and Neymanian ideas
constituted a recognizable “classical” school of theory and practice.

Fisher believed there was a logic of statistical inference (or of inductive inference), a version
of ordinary deduction that could yield the correct answer to any inferential problem. For anyone
else this would be aspirational sloganeering, but not for Fisher. Here is an example based on his
second statistics paper (Fisher, 1915): a random sample of n = 22 bivariate normal observations
has yielded Pearson’s empirical estimate of correlation,

0 = 0.498. (2.4)

2Quoted from the Wikipedia entry on confidence intervals.



What can we infer about the true correlation 6?7

Fisher’s paper uses multidimensional geometric reasoning to derive the density function fy(0 )
or 0 given . Figure 1 graphs fy(6 ) for three values of 6, 8 = 0.498 and also § = 0.093 and 6 = 0.751
(the endpoints of Neyman’s 95% two-sided confidence interval for 6, 20 years in the 1915 future).
The figure makes it clear how far f3(f) is from a normal translation family (2.2). What to do?
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Figure 1: Densities of sample correlation coeflicient, n = 22 bivariate normal observations, for three choices
of true correlation: 0.093, 0.498, and 0.751.

Somewhat out of the blue, Fisher suggests transforming parameters from 6 to

1+0

= (2.5)

b= log
and likewise transforming 6 to qﬁ Figure 2 graphs the transformed densities corresponding to the
three curves in Figure 1. To the eye, Figure 2 now looks very much like a normal translation family
(2.2). Fisher applies (2.2) on the ¢ scale and retransforms back to the 6 scale, obtaining the 95%
interval

6 € [0.097,0.760], (2.6)

satisfyingly close to the Neyman interval [0.093,0.751]. Here the “statistical logic” is that confidence
intervals have to respect transformation invariance. (Neyman’s exact interval is based on another
bravura exercise in inductive logic.)

The logic of statistical inference has an important corollary: optimality. Fisher could claim,
for instance, that interval (2.6) was not only accurate, in the sense of having 2.5% miscoverage
probability at each end, but also correct: as short as possible but no shorter. The optimality of
maximum likelihood estimation — Fisher information and the information bound on accuracy —
put Fisherian inference on a principled footing, dispelling the ad hoc aura previously surrounding
frequentism. In a similar way, the Neyman—Pearson lemma (1933) brought optimality to hypothesis
testing.
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Figure 2: The three density curves from Figure 1 after Fisher’s transformation.

The likelihood principle in its strong form claims that the likelihood function is not only a
sufficient statistic within an experiment, but is also sufficient across experiments. That is, the
sampling model of an experiment is irrelevant once the likelihood function is observed, which rules
out the usefulness of all frequentist methods and leaves the field to Bayesians. Savage (1976) says
that Fisher sometimes seemed to believe the likelihood principle. Whether or not he did, the
principle left little mark on Fisherian practice, though perhaps had some effect on Fisher’s fiducial
theory.

An applied statistician working in, say, 1950 would enjoy the classical marriage of Fisher—
Neyman theory, a nice fit for the scientific needs and computational resources of the time: maximum
likelihood for estimation, the standard confidence intervals 6 € 0 + 1.965 (maybe with a Student-¢
correction), and Neyman—Pearson for hypothesis testing. The classical marriage has become less
well-fitting in the 21st century, as discussed next.

3 Limitations of Fisherian methodology
Savage, speaking in 1970, said:

There is a world of R.A. Fisher at once very near and very far from the world of modern
statistics. . ..

Fisher’s world is now twice as far in the past. Time is usually unkind to scientific movements, and
maybe the pertinent question is “Why do Fisherian methods continue to have a major presence?”
Some good reasons for their staying power were listed in the previous section, but perhaps Fisherian
statistics is nearing the end of its run. Some of its wonderfully appealing aspects, which swept the
field a century ago, now count as deficits. Here is a partial list:



1. Small data sets Fisher’s theory was aimed at the kind of data an individual research worker
could hope to gather, with sample sizes n in the range of 10 to 100 or 200. This is still a
realistic range for medical research and other fields where subjects are a precious commodity,
helping to keep Fisher’s world relevant, but scientific and computational progress has marched
on. Not all parts of the classical portfolio scale up correctly when n expands from a hundred
to a million.

2. Low dimensions It seemed to me that my mentors in the Stanford Medical School? were able
to magically handle any problem that came our way by clever use of two-sample ¢ statistics.
That was then. Now our clients are apt to ask questions well outside the preferred classical
framework of real-valued responses from low-parameter models, low meaning one or two.

3. Normality At its most hopeful, the “statistical central limit theorem” says that under rea-
sonable conditions, a statistic 6 = t(z) will approach normality as the sample size of x grows
large. There is a strong current favoring normal methods in Fisherian practice, going back
to Fisher’s own preferences. Unappealing aspects of classical work involve tedious “delta
method” calculations for standard errors and confidence intervals, based on the hopeful theo-
rem. Most of this isn’t mathematically interesting or inferentially dependable. The function
t(x) that provides 6 needs to be smooth for delta-method applications. More daring estima-
tors, like the Random Forests predictors discussed in Section 4, don’t qualify.

4. Multivariate The classical theory of multivariate analysis is beautifully constructed but de-
pends entirely on the multivariate normal distribution.

5. Parametric families Fisher’s inferential theory was based on parametric families of density
functions, for instance the Poisson family # ~ Poisson(6). Stigler (2005), writing about
Fisher’s fundamental 1922 paper, says

It is in this paper of Fisher’s that the word “parameter” is first used in the mod-
ern statistical sense. “Parameter” signals the key to Fisher’s framework, namely a
limitation to parametric families. This was a crucial limitation. ...

Parametric families can seem less appealing for the kind of large heterogeneous data sets
encountered in current practice—separating dogs from cats in a catalog of a million photos,
etc. We'll see a preference for nonparametric methods in Section 4.

6. Computation The picture of Fisher at work on his self-designed mechanical calculator, the
“millionaire,” is both inspiring and concerning. Fisherian statistics evolved in a world of slow
and difficult computation. It came as a shock, to me at least, how much could be gained by
lavish computational expenditure, with Deep Learning as the prodigal example.

7. Unbiased estimation Classical theory favors unbiased estimators, which are comparable in
terms of just their variability. (Maximum likelihood estimates are typically “almost unbi-
ased.”) James—Stein estimation (1961) then arrived as a thunderbolt, brutally illustrating
the benefits of deliberate biasing for estimation.

8. Prediction Classical methodology has a lot to say about estimation and testing, but is
less forthcoming on prediction; meanwhile, large-scale prediction models have emerged as the
hottest topics in post-2000 applications. The result, not surprisingly, has been some strikingly
non-classical prediction algorithms (Section 4).

3Lincoln Moses, Rupert Miller, and Byron “Bill” Brown



9. Single problem Classical inference has a “one-at-a-time” aspect: a single estimate or a single
test considered by itself. In the more intense scientific environment of the new millennium,
one-at-a~time thinking can be completely inappropriate. Figure 3, discussed in more detail
later, concerns a microarray study of prostate cancer (from Section 2.1 of Efron, 2011).
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Figure 3: z-values for 6033 genes, prostate study; solid line is A/(0,1) density.

Figure 3 shows the histogram of N = 6033 z-values corresponding to the 6033 genes in a
microarray study of prostate cancer. The model is

zi ~ N (6;,1) fori=1,...,6033, (3.1)

where 6; is the effect size of gene i; a positive value of 6; indicates higher microarray responses for
prostate cancer patients compared to normal controls, and conversely for a negative value. The
researchers were hoping to find genes with large effect sizes, positive or negative, either of which
would suggest a connection between the activity of that gene and prostate cancer etiology.

From the researcher’s point of view, the worst result would be for all genes to be null, that is, to
have effect size 0, in which case the histogram would follow a standard N (0, 1) density, indicated
by the smooth curve in Figure 3. That didn’t happen: the histogram has heavier tails than the
curve, indicating at least some non-null genes. But which ones?

One-at-a-time .05 testing is hopeless here; it would select more than 300 genes as significant, even
in the all-null situation. Bonferroni’s correction (1936) — which reduces the individual significance
level to 0.05/6033 — maintains Fisher’s .05 dictum, but at the expense of identifying only four
interesting genes on the right: those having z; > 4.31.

Changing the rules of the game, Benjamini and Hochberg’s False Discovery Rate algorithm
(1995) identifies 28 “true discoveries” on the right: those having z; > 3.30. The rapid acceptance
of the FDR criterion was a challenge to the hegemony of Fisherian significance testing.? The

4 James-Stein estimation was a similar challenge to one-at-a-time methods. FDR and JS share a common lineage,
both being combinations of frequentist and empirical Bayes ideas.



statistical logic supporting it is a combination of frequentist and empirical Bayesian thinking (see
Chapter 4 of Efron, 2011) and shows that Fisher gave up important ground in banishing Bayes
from applications. (But see Section 7.)

A survey In their extensive biography of Fisher, Yates and Mather (1963) wrote:

In his own work, Fisher was at his best when confronted with small, self-contained sets
of data.

With this as a starting point, I conducted a small, rather amateurish survey to see if the tide was
actually turning against Fisherian inference.

The survey looked at volumes of the journal Biometrika® for the years 1965, 1975, 1985, 1995,
2005, 2015, and 2025. In each of the seven volumes I chose 20 consecutive papers. Each paper was
scored from 1 to 4 on five criteria, with higher scores indicating greater disparity from the Fisherian
comfort zone. Table 1 presents the five criteria, labeled A through E, and the scoring scales.

Table 1: Survey parameters used to produce Fisher disparity scores, Biometrika 1965 to 2025.

Criteria Value Score

[t

A Sample space dimension lor2
3-9
9+

Functional

B Target parameter dimension lor2
3-9
9+

Functional

C Modeling Parametric
Nonparametric
Semiparametric

Algorithmic

=L R Nl =W N =~ N

D Category Estimation
Testing
Prediction
Algorithmic

=W N

E Claimed accuracy Exact 1
Approximate 2

Asymptotic 3

Order-magnitude 4

Criteria A referred to the working dimension of the sample space, z; € R% in familiar notation;
papers where the random variable x; was genuinely infinite-dimensional — an entire survival curve,
for example — were labeled “Functional.” A similar definition applied to criteria B. “Algorithmic”
in criteria C referred to papers having a specific computational algorithm as main focus, and
similarly for criteria D. The “Exact” in criteria E denoted a fully accurate solution to the problem

® Biometrika attracts an international cadre of authors, avoids long papers (maximum ~ 20 pages), and uses large
print in an easy-to-read format.



posed (for instance, an exactly unbiased estimator); scores 2, 3, 4 indicated increasing levels of
approximation, the last of these denoted O(n~F) in standard notation.

Each paper in the survey was given a “Fisher disparity score” by summing its five criteria
scores. Figure 4 plots jittered values of the disparity scores by year, with the solid line following
the means. A peek ahead at Figure 4 would have made me a more cautious forecaster in 1998:
Fisherian statistics is still a living language in 2026, but a steady movement away is palpable.5
Fraser’s comment in Savage (1976) on the centrality of Fisher’s point of view is less convincing 50
years on.
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Figure 4: Fisher disparity scores, Biometrika 1965 to 2025; heavy line follows mean values.

If the statistics discipline has become less Fisherian, what has it become more of?7 That’s the
New Millennium part of the story, taken up in what follows.

4 Pure prediction algorithms

The new statistics millennium got off to a fast start with Breiman’s blockbuster 2001 article “Sta-
tistical modeling: The two cultures.” T’'ll use “classical culture” and “prediction culture” as my
names for Breiman’s dichotomy. Classical culture is the combination of Fisherian and Neymanian

5The trend line in Figure 4 might look less worrisome if I had surveyed, say, JASA Applications instead of
Biometrika.



methodology I've been discussing. The prediction culture depends instead on computer-intensive
prediction algorithms. Breiman aims withering criticism at the classical culture, along the lines of
the previous section, while examples show impressive performance by his own prediction algorithm
Random Forests.

There were two printed discussions following Breiman’s paper, one by Professor David Cox and
the other by me. My commentary began:

At first glance, Leo Breiman’s stimulating paper looks like an argument against
parsimony and scientific insight, and in favor of black boxes with lots of knobs to
twiddle. At second glance, it still looks that way. ...

I intended this as light-hearted criticism. However, “lots of knobs to twiddle” turned out to be an
apt description of Deep Learning, the immensely popular successor to Random Forests, where a
typical outing involves millions of adjustable parameters.

I’ll use the prostate cancer study of Section 3 to illustrate Breiman’s Random Forests algorithm
in action.”Those less interested in these mechanics can read on lightly until Figure 6.

The study involved 102 subjects, 50 normal controls and 52 prostate cancer patients. Each man
provided a vector x of genetic activities on a fixed panel of p = 6033 genes, and a binary response
y: 0 for normal and 1 for cancer. The investigators wished to identify genes that predicted prostate
cancer. Letting ¢ index the 102 subjects, the full data set was

Datafuu = {(aci,yi), 1= 1, ey n} N (4.1)

which can be pictured as a very wide 102 by 6034 matrix. (The jth z-value in Figure 3 was the
two-sample t-statistic between the 52 cancer and 50 normal responses in the jth column of Datagy,
transformed to have a standard normal distribution under the null hypothesis that gene j doesn’t
affect prostate cancer.)

Suppose that a new (x, y) pair has been generated but only x is observed, and we wish to predict
the unseen y. Random Forests uses Datag, (4.1) to construct “frp,” a function that produces a
prediction ¢,

§ = frr(z), (4.2)

for any choice of z, with the hope that § will closely approximate y. Random Forests employs
decision trees to construct frr.

Table 2: The top 10 z-values for the genes in the prostate cancer study, Figure 3.

1 2 3 4 5 6 7 8 9 10

gene number 610 1720 332 914 1068 579 1089 3647 1113 1557
z value 5.29 483 447 440 425 419 414 412 41  3.98

Table 2 shows the ten largest z-values from Figure 3. Gene 610 was the largest of all, zg19 = 5.29,
gene 1720 was second with z1799 = 4.83, etc. For the sake of a small example, I reduced Datag, to
Datajg, now considering the genetic activity measurements only for the ten genes listed in Table 2
rather than all 6033. Dataig is a 102 by 11 matrix, tall rather than wide and, with the number of
cases much larger than the number of predictors, the favored shape for Fisherian practice.

"Chapter 15 of Hastie et al. (2009) provides a detailed description of Random Forests.
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Figure 5: Rpart using top ten genes, prostate cancer data; decision tree predicts Normal or Cancer at four
terminal nodes.

Figure 5 shows the decision tree I got by applying rpart (the R version of CART 1983) to
Datajg. At the top of the figure a first split of the subjects used the sixth gene, number 579. Of the
102 men, those having gene 579 values < —0.3536 were put into a left group, those with gene 579
values > —0.3538 into the right. The choices of gene 579 and split value were chosen to maximize
the difference between the proportions of cancer subjects in the left and right groups.® An ideal
split would have put all 50 normal subjects left and all 52 cancer subjects right, but that didn’t
happen.

Two more splits were made, resulting in four terminal nodes at the bottom of the tree. The
leftmost of these contains 47 subjects: 43 normal controls and four cancer patients. The other three
terminal nodes have more cancer patients than normal controls. Following advice provided by the
tree for predicting Normal or Cancer resulted in 11 errors (=4 + 2+ 0+ 5) out of 102 predictions,
an 11% error rate.

Individual decision trees have a reputation for poor predictive accuracy. Random Forests uses
averaging as a cure. A great many randomized data sets are generated by bootstrapping the n cases:
the 102 subjects in the prostate cancer example. Let f]’f‘ be the decision rule obtained by applying
rpart to the jth bootstrapped data set. Given a new vector x, the Random Forest prediction rule
for the unseen response y is

frr(z) = majority vote of the f(x) values. (4.3)

Returning to the full data set (4.1), I wanted to see how well frr does in predicting cancer
patients as opposed to normal controls. Random Forests uses data-based computations to assess
the accuracy of frp: the n subjects are randomly divided into two sets, a “training set” and a
“test set,” with corresponding data Datat.j;n and Datatest. Both sets have 25 normal subjects and
26 cancer patients in what follows (though something like an 80-20 split would be more common
than 50-50). Datagain is used to produce the Random Forests prediction rule fRp = firain Which is

8Using Gini’s coefficient of difference.
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then tested for accuracy on Dataiest. The proportion of errors of fi;aim on Datagest is an unbiased
estimate of its error rate.

Figure 6 graphs the test set error rate of fiyain for Datag, (4.1), divided as above. The error
rate decreased as the number of bootstrap data sets grew, reaching 2% after 60 or so. That is, firain
was making only one error out of 51 test set Normal/Cancer predictions! It seems like Random
Forests has constructed an almost perfect diagnostic tool for prostate cancer, but see the discussion
in Section 5

0.2

Test error rate

0.1

Number of trees
Figure 6: Test error rate for Random Forests prostate cancer prediction.
With a squint of the eyes, Random Forests is recognizable as a descendant of classical regression

methods, but one that is far removed from Fisherian tradition. Here are some of the more dramatic
differences:

e Modeling There are no parametric families involved in Random Forests. Its usual modeling
assumptions are nonparametric: taking all pairs (x,y), both observed and unobserved, to be
independent draws from an unknown (p + 1)-dimensional distribution P,

(z,y) ~P. (4.4)
e Surface plus noise A familiar classical prediction model begins

where p(6) represents a smooth surface in R", parameterized by § € RP, and e represents
the noise, often

e~ N(0,cl). (4.6)

The MLE p(0) is the prediction. Random Forests does away with both surface and noise;
frr(z) is pure prediction, untethered from estimation.

12



e Predictors Classical estimation/prediction methods try to keep the number of predictors
small, one rule of thumb being p < n/10. The pure prediction algorithms are happy
to have p > n: p = 6033 and n = 102 in the prostate cancer example. That under-
states things. The Random Forest algorithm invents a host of possible predictors, such as
{z¢ greater or less than —0.3536} in Figure 5. Most of these are “weak learners,” just barely
correlated with the outcome y; an important surprise from the prediction culture is that weak
learners can be combined to give strong predictors.

e FEfficiency Using a substantial portion of the observed data for a test set can look wasteful
from a classical point of view. Fisherian methodology was intended to squeeze every drop of
information out of what’s available, which is what efficiency means. Too much data is more of
a threat than too little in the prediction culture, a concern inherited from computer science.
Inefficient estimators such as decision trees are judged more on computational than statistical
grounds.

e Theory A classical estimator such as logistic regression rests on a solid bed of theoretical
optimality. Random Forests is a high-wire act without a net. Leo Breiman put a great
deal of clever thinking into it, as well as years of trial and error, but how do we know there
isn’t a superior method? There are in fact at least three main competitors: support vector
machines, boosting methods, and neural nets (Deep Learning). In the absence of a theoretical
bound, machine learning (the home court of pure prediction algorithms) makes comparisons
by performance on benchmark data sets, the so-called “common task framework” (Donoho,
2017). There have been no clear winners among the four competitors, though neural nets are
currently favored.

Here I've concentrated on Random Forests because it’s the easiest to understand and to use.
(I'm a fan!) The four prediction algorithms are completely different from each other in how they go
about the task—underlining the lack of a theoretical basis for prediction. Pure prediction methods
overcome most of the Fisherian limitations listed in Section 3, but at a substantial cost in inferential
content, as discussed in the next section. Whatever their virtues and drawbacks, they embody a
long step away from the Fisherian world.

5 Algorithms and inference

Statistical research can be divided into two broad categories: algorithmic and inferential, the
“what” and “why” of our discipline. Typically, the algorithm comes first, and is then merged into
a unifying theory of inference; maximum likelihood estimation and Fisher’s information bound is
a classic example.

A newly important variety of data may arrive on the scene that stimulates a suite of algorithms,
for instance, HIV and survival data. The algorithmic sequence for survival analysis went from
life tables to Kaplan—Meier curves to log rank tests to proportional hazards, where inferential
justification was obtained from partial likelihood and semiparametric inference.

Henri Poincaré, the world’s premier mathematical scientist at the end of the 19th century, said:

Science is built on facts the way a house is built of bricks, but an accumulation of facts
is no more science than a pile of bricks is a house.

The frequentist world was an intriguing pile of bricks in 1920, before Fisher shaped it into the
house I've been calling Fisherian statistics. It operates at both levels, algorithmic and inferential,
seamlessly connected—for instance, ANOVA tables interpreted by independent chi-squared statistics.
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Currently there are three major inferential systems: Bayesian, Fisherian, and decision theoretic,
the last referring to the Neyman—Wald school of decision-oriented methods that began in the 1930s
with the Neyman—Pearson lemma and Neyman’s confidence intervals. Bayesian statistics in the
21st century is beyond my scope here, except to say that an era that shuns parametric models has
to be unfriendly ground (but see Section 7).

Ernest Rutherford, discoverer of the atomic nucleus, categorized science this way: “There is
physics and there is stamp collecting.” Inferential systems have the job of keeping us above the
stamp collecting level. Optimality results are particularly telling, and Fisher’s information bound
and the Neyman—Pearson lemma are the two classical gems.

Breiman’s prediction culture has mainly operated at the algorithmic level. The common task
framework is a poor substitute for an inferential theory: comparisons of predictive accuracy on
standard “tasks,” say, for Random Forests versus Deep Learning, tend to be informative, yet lack
assurance that there aren’t better algorithms awaiting discovery. If the pure prediction enterprise
is stamp collecting, it is certainly impressive collecting as far as performance goes, but without a
theoretical underpinning it lives more in the realm of state-of-the-art engineering than mathematical
science.

In his Breiman commentary, Cox said:

I think tentatively that the following quite commonly applies. Formal models are useful
and often almost, if not quite, essential for incisive thinking.

“Formal models” means parametric models. Perhaps the prediction culture’s dependence on non-
parametric methods limits its prospects for an inferential theory. As mentioned before, classical
statistics doesn’t have much to say about prediction except in the guise of parametric estimation
of a response surface.

A prediction algorithm doesn’t “think” like a person. Accruing millions or billions of weak
correlations to build a predictor is extravagantly wasteful from a human point of view but, as we
now know, can be wonderfully successful. Between 1950 and 2000, a great deal of linguistic and
computer talent went into the analysis of language structure in the pursuit of machine translation,
only to fall short of delivering the goods. Google Translate on my phone ignores structure. It
uses weak empirical correlations (in the form of Deep Learning) to deliver serviceable translations
between hundreds of languages.

The pure prediction approach isn’t foolproof. Looking again at Figure 6, Random Forests has
produced what seems to be an almost perfect machine for diagnosing prostate cancer. Would you
trust it with your father, or brother? I repeated the analysis in Section 4 but with one change: this
time I chose the training set to be the 25 normal controls and 26 cancer patients with the lowest
ID code numbers; the test set was the remaining 25 normals and 26 patients.

Figure 7 shows how Random Forests performed with the revised training/test division. Now
frr didn’t do nearly as well: the error rate of frr on its own training set dropped quickly to zero,
but the test set error plateaued at 24%, that is, 12 errors out of 51 predictions. That’s better than
coin flips but not very reassuring for medical diagnosis.

What went wrong? Using ID numbers for division put the earlier study subjects into the
training set and the later ones into test. Evidently the early weak correlations faded later on.
The prediction community is well aware of the problem of “concept drift,” a hot topic in current
statistical work. Nevertheless, random division of training and test subjects continues as the norm,
despite its dangers.

9Taken from Section 6 of Efron (2020).
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Figure 7: Test and training errors, Random Forests for prostate data, now with reordered training and test
sets.

Classical data analysis often focuses on attribution, the identification of one or a few key pre-
dictors. The process here is the opposite of the prediction algorithms: rather than expansion, the
initial set of candidate predictors is kept as small as possible (maybe smaller than possible, one
of Breiman’s criticisms). Various measures of individual predictor importance have been made for
Random Forests and its competitors; however, the tactic of accumulating weak correlates spreads
the predictive power of the algorithm over large portions of the predictor set, frustrating attempts
at attribution.

Abandoning surface-plus-noise models (4.5) facilitates easy use of the pure prediction algo-
rithms, but at a cost in scientific relevance. Newton pictured nature as following smooth underly-
ing laws, a built-in property of Fisherian regression models, but prediction algorithms can produce
quite unsmooth results (see Section 7 of Efron, 2020). This isn’t important when predicting inher-
ently discrete items like products available from Amazon, but can be problematical when looking
for a scientific relationship like F' = M A.

Breiman said:

The theory in this field [prediction] shifts focus from data models to the properties of
algorithms.

A blunter paraphrase is “shifts focus from nature to the computer.” Fisherian statistics was fash-
ioned before the computer age, perhaps an existential threat to its future. Breiman goes on to
say:

Data models are rarely used in this community [the prediction culture]. The approach
is that nature produces data in a black box whose insides are complex, mysterious, and
somewhat unknowable.

There won’t be a Fisherian future if statisticians embrace Breiman’s point of view.
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If he thought about it, Newton probably supposed that FF = M A would be just as true in
the year 2000 as in 1700. Scientific truth has an eternal rather than ephemeral quality. Without
aspiring to Newtonian standards, classical statistics aims at the same long-lasting qualities for its
estimates and attributions. The prediction culture is less certain about the meaning of truth; those
weak correlations may fade (as they did in the prostate cancer study) and need to be refreshed
with more timely data. Again, this is perfectly satisfactory for a task like machine translation, but
less so for the scientific applications Fisher aimed at.

The current situation for prediction resembles that for estimation in 1920: a lot of intriguing
algorithms scattered across a wide landscape, without a principled connection. Whether or not
a new Fisher comes along to provide an inferential basis for prediction algorithms, they pose a
vibrant challenge to the Fisherian viewpoint.

6 High and low frequentism

In my 1998 paper I placed Fisherian between Bayes and frequentist, and wondered which of the
three systems would be the star of 21st century statistics. “None of the above” seems to be the
answer. A fourth possibility that I'll call low frequentism'® has stepped into the spotlight: low
frequentism is the language of pure prediction algorithms, and more generally of the statistical side
of data science and machine learning. See Donoho (2017) for an extended essay on the shape-
shifting relationship between data science and traditional statistics.

Tukey’s seimic 1962 paper was a foundational text for low frequentism, along with Mosteller
and Tukey (1977). Both are non-Fisherian, if not anti-Fisherian, in their avoidance of parametric
families and efficient inference.

In practice, low frequentism concentrates on the algorithmic half of the algorithm /inference
dichotomy. Breiman’s black-box view of nature predominates, leading to a strong preference for
nonparametric methods over parametric families. Sophisticated methods such as Deep Learning
are discussed, and evaluated in terms of empirical performance rather than analytic bounds (the
“common task framework”). High-end machine learning texts such as James et al. (2013) cover an
enormous range of advanced topics, mostly without formal development, as in Hinkley’s commen-
tary on Efron (1998), “More Tukey than Fisher.”

Low frequentism favors nonparametric frequentist methods such as cross-validation and the
bootstrap, but a parametric exception is made for binary response models where logistic regression
plays a central role. (The much favored neural net Deep Learning algorithms can be thought of
as elaborations of logistic regression.) Neyman—Pearson two-sample comparisons have become a
staple of internet sales, with Google, Amazon, and Microsoft running thousands of “A/B” tests
every day: “Are there more clicks with red lettering or black?”, etc.

High frequentism The classical school of 20th century statistics encouraged friendly relations
between frequentist and Fisherian approaches, especially in applications. Relations have cooled in
the 21st century. What I’'m calling “high frequentism” is a harder-edged version of the frequentist
viewpoint, less willing to tolerate Fisher’s inferential logic and semi-Bayesian tendencies.

The relationship diagram (2.1) in Section 2 can now be augmented:

Bayes — Fisher «— High frequentist — Low frequentist (6.1)

The story so far has cast low frequentism (through the prediction algorithms) as the main anti-
Fisherian force, but high frequentism is in some ways a more formidable competitor. In terms of

%Tn linguistics, High German refers to the standard national language while Low German is a regional dialect.
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the algorithm /inference dichotomy of Section 5, low frequentism works mainly at the algorithmic
level while high frequentism is the complete package.

High frequentism dominated my graduate training, with Lehmann (1959) as the iconic text.
Most of the Fisherian limitations discussed in Section 3 apply there as well, particularly the em-
phasis on low-dimensional problems. The current version of high frequentism has a strong interest
in high-dimensional estimation and testing, very much in line with 21st century data requirements.

Both the old and new versions of high frequentism are fundamentally mathematical more than
computational, but the brand of math has changed: the new version deals heavily in asymp-
totics, a word almost missing from Lehmann (1959). Exotic order of magnitude calculations —
e.g., “convergence at rate O(n~'/?) rather than O(n~'/2)” — may require advanced mathematical
methods: what Barndorff—Nielsen called “the upper stories of the Neyman—Pearson test theory
edifice.” Fisher was cautious about asymptotic arguments, preferring to stick close to the observed
sample size n; Fisher consistency, for example, does not require a passage to infinity.

The bitter dispute between Neyman and Fisher focused on the interpretation of confidence
intervals. The dominance of high frequentism has effectively settled the argument in Neyman’s
favor, but Fisher’s objections still have bite. What follows is a recent example that I've participated
in. It concerns an influential paper by Angelopoulos et al. (2023) on what they call prediction
powered inference (PPI).

The PPI setup involves two sets of data, “labeled” and “unlabeled.” The labeled data consists
of n (z,y) pairs, z a vector of predictors and y a response, that here I'll take to be binary, y = 0
or 1,

labeled data: {(x;,y;),i=1,...,n}. (6.2)

The unlabeled data involves N independent pairs, but with the responses missing,
unlabeled data: {z;,j=1,...,N}. (6.3)

Model (6.2)—(6.3) is familiar in sample surveys, when covariates x are easy to obtain and responses
y are not, and also shows up in pure prediction applications. Typically N is much larger than n.
We wish to estimate some parameter 6, for instance

0 = E{y} or 6= correlation(z,y), (6.4)

with the hope of doing better than simply ignoring the unlabeled data (6.3) and relying entirely
on the labeled data (6.2). To help do this, PPI makes a crucial assumption: the availability of a
machine learning prediction rule f(z), based on background data independent of (6.2) and (6.3),
that estimates the conditional expectation of y given x,

f(z) = E{y | x}. (6.5)

However, the background data is of uncertain relevance to the current data (6.2)-(6.3), making
(6.5) questionable.

Angelopoulos et al. (2023) employ ingenious debiasing methods to compensate for the uncer-
tainties in f(z). In the simplest situation, where § = E{y}, they define the estimator

é:fN+(gn_an)a (6'6)

where

o= ) =S w and fa= 3 ) (6.7)



The parenthetical term on the right of (6.6) guarantees that 6 is unbiased for 6. Standard asymp-
totic calculations provide an estimate & for the standard error é, and an approximate 95% confidence
interval

0+ 1.966. (6.8)

Things are more complicated for parameters other than E{y}, where the equivalent of (6.8) requires
“upper stories” asymptotics, as in Xu et al. (2025).

Angelopoulos et al. report examples that show interval (6.8) providing, approximately, the
claimed 95% coverage. This is the point where the divorce between Neyman and Fisher asserts
itself: PPI interval (6.8) is accurate, but is it correct? PPI estimates such as (6.6) have an ad hoc
quality. How do we know that some other interval won’t provide different, maybe shorter, intervals?

Efron (2026) assumes that the background predictor function f(x) requires adjustment in order
to match the conditional expectation E{y | z} of the current data (6.2)—(6.3):

logit(E{y | }) = a + b x logit(f(z)). (6.9)

The constants a and b are estimated using the labeled data, after which the estimation of 6 from
(6.2)—(6.3) amounts to a form of logistic regression.

The corresponding confidence intervals can be shorter than those from Angelopoulos et al. (2023)
and, more to the point here, they are the correct intervals for 6 in the usual logistic regression sense,
neither too long nor too short. There is a price to pay: Angelopoulos et al. make no assumptions
about f(z) while I need the Fisherian model (6.9).

Lehmann (1959) is a heroic exercise in the mathematical derivation of optimal hypothesis tests.
As a student, I was lucky enough to obtain a mimeographed copy of Lehmann’s “Notes on the
theory of point estimation,” an equally iconic essay on the mathematics of optimal estimation. A
frequentist “optimal” isn’t the same as a Fisherian “correct” (usually more mathematical and less
logical), but with landmark results like the Cramér-Rao lower bound the difference amounts to
quibbling.

The high frequentism of the 1950s wasn’t very much interested in maximum likelilhood estima-
tion, which failed to yield optimality results in finite samples. Lehmann (1959) says:

Although the maximum likelihood principle is not based on any clearly defined
optimum considerations, it has been very successful in leading to satisfactory procedures
in many specific [testing] problems. ... Maximum likelihood procedures have also been
shown to possess various optimum asymptotic properties.... On the other hand, there
exist examples for which the maximum likelihood procedure is worse than useless.

Things are different now. For high frequentists working on high-dimensional problems (where
optimality results are all too rare), the MLE is a welcome tool to employ. In fact, maximum
likelihood estimation is popular across all four systems (6.1), definitely including low frequentism,
making it the most universally approved-of Fisherian technique.!!

7 Bayesian connections

A somewhat unstructured Bayesianism dominated statistical practice in the early 1900s. Fisher
disliked and distrusted it, and he went on to create a fully frequentist system of induction that
operated at both the algorithmic and inferential levels—what I've been calling Fisherian statistics.

" Maximum likelihood obeys the likelihood principle, giving maximum likelihood estimates credence in the Bayesian
world.
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He wrote against Bayes methods in strong terms, but that is misleading. At least one aspect of
Bayesian thinking had strong appeal: post-observational inference, the ability to talk in probabilis-
tic terms about unknown parameters after the data had been seen.

Fiducial inference, introduced in Fisher (1935), was his boldest attempt to have things both
ways or, in Savage’s words,

...to enjoy the Bayesian omelette without breaking the Bayesian eggs. . ..
The generic fiducial example begins with an independent normal sample,
migle(G,JQ) fori=1,...,n, (7.1)

and asks what can be inferred about the mean parameter 6, taking proper account of the nuisance
parameter o.
Fisher begins with the pivotal quantity ¢,

t=""" (7.2)

where T and Se are the usual sufficient statistics

I

1
1 @ "(x; — )% 2
SN 2 and = [W] . (7.3)
n
1
Equation (7.2) can be rewritten as
0=z —sext. (7.4)

Fisher then makes the following claim: given the sufficient statistics (z,se), the unknown 6 has the
fiducial distribution
0~z —sexT, (7.5)

where T is a student-t variate with n — 1 degrees of freedom.

Fisher made the following argument for (7.5): the sufficient statistics (Z,seé) exhaust the in-
formation from sample (7.1), after which there remains only the unknowable random variate T
perturbing 6. This might be the “minor misunderstanding” Neyman was referring to in the quote
from Section 2. Conclusion (7.5) is certainly anathema to high frequentists.

There is, however, another way to motivate fiducial inference that begins with Neyman’s confi-

dence intervals. Suppose that
0l (7.6)

is the level a upper confidence limit for a parameter 6 based on data «x, for instance,

A~

0la] =z —so x TU~%) (7.7)

for data (7.1), with 70~ the (1 — «) quantile of a student-t distribution with n — 1 degrees of
freedom. Then the confidence density p(0 | x) is'?

p(0]z) =1 / (dé[a] /da) , (7.8)

assuming that é[a} increases smoothly with «. This just says that p(0 | =) puts probability 0.01
between 0[0.90] and 0[0.91], etc.

2p(0 | ) is the density of the “confidence distribution” (Singh et al., 2005).
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Figure 8: Confidence density for Poisson parameter € given x = 8; dashed curve is posterior density with
Jeffreys prior.

The confidence density is the same as the fiducial density for most of the cases Fisher considered,
and it can be employed more generally. Figure 8 shows p(f | z) for a single Poisson observation z
having x = 8. (Here I've “split the atom” of Poisson probability at x = 8 and counted only half of
it in computing the confidence limits (7.6); Fisher avoided discrete cases in his fiducial examples.)

The dashed curve in Figure 8 is the Bayes posterior density for Poisson parameter 6, observation
x = 8, assuming Jeffreys’ “uninformative” prior 1/ V0. It matches the fiducial density so closely as
to be almost invisible. Figure 8 conveys harmony in the statistical world, with frequentist, Fisherian,
and Bayesian methods coalescing. Things are less harmonious in multiparameter settings, where
different philosophies can yield disparate conclusions.

Fisher criticized high frequentist interpretations of confidence intervals as “wooden,” i.e., stiff
and inflexible. His enormous prestige wasn’t enough to sell the type of flexibility seen in Figure 8,
but the mathematical certainties of the Neyman—Wald school aren’t always a good fit to scientific
work. Tukey’s exploratory/confirmatory dichotomy is useful here: in my experience, scientists often
think along semi-Bayesian lines while their research in ongoing, reverting to the formal theory at
publication.

Empirical Bayes In 1961, Willard James and Charles Stein published the most surprising
and disturbing theorem of the postwar period. For situations like that of the prostate cancer data
(3.1), with

5 M N(0;,1),  i=1,...,N, (7.9)

let él = z; be the usual maximum likelihood estimator and define the James—Stein estimator as
N
~ N -2 9
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Then the James—Stein estimator always beats the MLE in terms of lower expected total squared

error,

N 5 N 5
i=1 i=1

as long as N > 2.

Result (7.11) was a triumph of high frequentism. It cast a shadow of doubt on ANOVA and
linear regression, bedrocks of Fisherian methodology. In the damning language of the time, “The
MLE isn’t admissible in dimensions greater than 2.” Perhaps Fisherian statistics was built on sand.

A connection of (7.11) to Bayesian theory was soon noticed: suppose we add to model (7.9) the
prior assumption

0; M N(0,4), i=1,...,N, (7.12)

A a known positive constant. Then 6; given z; has posterior distribution
0; | zi ~ N(B x z;, B), where B=A/(A - 1), (7.13)

independently fori=1,...,N.
Let B be the bracketed term in (7.10),
- N -2
B=1————. 7.14
- (714)
Under model (7.9) and (7.12), it turns out that B is unbiased for B in (7.13). That is, the James—

Stein estimators . A
0; = B x z; (7.15)

are obvious approximations to the Bayes estimators B x z;. They have the advantage of not
requiring knowledge of the Bayes prior A in (7.12).

The name “empirical Bayes” coined by Robbins is apt here: a large collection of observations
(7.9) is used to estimate the form of Bayes rule, which is then applied to its individual compo-
nent problems. Robbins’ 1956 paper was another high frequentist triumph; it showed empirical
Bayes estimates asymptotically dominating individual MLEs in a variety of settings. (Much of the
excitement surrounding James—Stein estimation came from its finite sample — not asymptotic —
justification.)

The Bayesian argument supporting the James—Stein rule can be extended to Robbins results.
Suppose that (7.12) is generalized to

6: "% g0, (7.16)
where g(-) is any density at all. Let f(z) be the marginal density of z given z ~ AN(6,1) and
(7.16). Then Tweedie’s formula (Efron, 2011) provides a neat expression for the Bayes posterior

expectation,
dl
E{0] 2} =2+ <Og{f(z)}> . (7.17)
dz
(If g is N(0, A) then (7.17) gives E{0 | z} = B x z.)

It is easy to imagine drawing a smooth curve through the histogram tops in Figure 3 and calling
it “f.” Substituting f for f in (7.17) produces an empirical Bayes assessment of the conditional
expectation E{0 | z} for the prostate cancer data. Figure 9 graphs E{6 | z}. It’s a “shrinker”
that reduces the estimate for gene 610 from zg190 = 5.29 to 3.96. Whether wanted or not, Bayesian
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Figure 9: Tweedie’s formula estimates of E{6 | z}, prostate cancer z values.

thoughts force themselves into the picture when multiple inference problems of the same structure
are considered at the same time.

Fisher et al. (1943) foreshadowed empirical Bayes thinking, but otherwise Fisherian inference
has had little to say on the subject. Individual component problems may look Fisherian — low-
dimensional, with parametric modeling — but they are combined in a Bayesian way involving
highly biased estimation, as in the James-Stein formula (7.10) and Tweedie’s formula (Figure 9).
Frequentism, both high and low, is the current home of empirical Bayes research. Tweedie’s formula
has found new life in machine learning, “generative models,” and synthetic data; see for instance
Qin et al. (2026).

8 Looking ahead

Fifty years ago, Savage and his discussants could confidently place Fisherian methodology at the
heart of statistical research. This is no longer true and, if one believes the survey results in
Figure 4, the movement away is ongoing. The basic reason is simple: the small-data, low-parameter
environment that inspired Fisher’s work is a poor match to many of the needs of 21st century science.

This is a good thing, in the sense that it shows our field responding dynamically to modern
research requirements. What I called low frequentism is a vibrant scientific movement we need to
be part of-and are part of thanks to works like Hastie et al. (2009).

There is a danger that some of the timeless jewels of Fisher’s legacy will fall by the wayside:
efficiency, sufficiency, the higher-order accuracy of maximum likelihood estimation, exponential
families.... Table 3 shows Google Ngram counts for six Fisherian terms compared to their year
of maximum usage. The table aligns, at least roughly, with the survey of Section 3, showing
substantial declines since the turn of the century.

Two terms that don’t appear in Table 3 are significance test and p-value. Both are doing fine
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Table 3: Google Ngram counts for six Fisherian terms; 2022 count compared to year of maximum.

Maximum
Term year 2022
Efficient estimate 2002 60%
Analysis of variance 1980 33%
Maximum likelihood 2006 60%
Exponential families 1995 50%
Sufficient statistics 2010 5%

Design of experiments 2022 100%

and show no signs of disuse, despite persistent criticism from both Bayesians and frequentists.
Significance testing was Fisher’s most popular creation, with its perfected version, the randomized
clinical trial (RCT), now recognized as the gold standard of scientific comparison. The much
maligned .05 criterion plays an essential role as a lingua franca in scientific communication, perhaps
the reason it has been so hard to dislodge. The only serious challenge to is hegemony has been the
false discovery rate of Benjamini and Hochberg (1995), reflecting the weakness of .05 testing for
multiple hypotheses.

Most of this essay has considered the role of Fisherian statistics in statistical research. Things
look different in applications, particularly in areas like medical research where recruitment is difficult
and sample sizes small. This puts the statistician back into Fisher’s world. It’s a comforting world of
significance tests, maximum likelihood estimates, and approximate confidence intervals, all designed
to milk every drop of information out of the available data.

Computer-based technologies such as the bootstrap and cross-validation have greatly expanded
the scope of Fisherian applications. Some of our field’s biggest hits, such as proportional hazards
modeling, jackknife-bootstrap standard errors, and (with a little stretching) the lasso, have emerged
from the Fisherian tradition. All of this is to say that Fisher’s unique brand is still a living force
in statistical inference, if no longer the dominant presence of the past.

References

Angelopoulos, A. N., Bates, S., Fannjiang, C., Jordan, M. I. and Zrnic, T. (2023). Prediction-
powered inference. arXiv e-prints doi:10.1126/science.adi6000, also appeared in a reduced form
for Science, vol. 382, no. 6671, pages 669-674.

Benjamini, Y. and Hochberg, Y. (1995). Controlling the false discovery rate: A practical and
powerful approach to multiple testing. J. Roy. Statist. Soc. Ser. B 57: 289-300.

Bonferroni, C. E. (1936). Teoria Statistica delle Classi e Calcolo delle Probabilita [Statistical Class
Theory and Probability Calculation], 8. Pubblicazioni del R. Istituto Superiore di Scienze Eco-
nomiche e Commerciali di Firenze.

Breiman, L. (2001). Statistical modeling: The two cultures. Statist. Sci. 16: 199-231, doi:
10.1214/ss/1009213726.

Donoho, D. (2017). 50 years of data science. J. Comput. Graph. Statist. 26: 745-766, doi:
10.1080/10618600.2017.1384734.

23



Efron, B. (1998). R.A. Fisher in the 21st century (invited paper presented at the 1996 R.A. Fisher
Lecture). Statist. Sci. 13: 95-122, with comments and a rejoinder by the author.

Efron, B. (2011). Tweedie’s formula and selection bias. J. Amer. Statist. Assoc. 106: 1602-1614,
do0i:10.1198 /jasa.2011.tm11181.

Efron, B. (2020). Prediction, estimation, and attribution. International Statistical Review 88: S28—
S59, doi:10.1111 /insr.12409.

Efron, B. (2026). A bootstrap approach to prediction-powered inference. arXiv e-prints :
arXiv:2606.28621.

Fisher, R. A. (1915). Frequency distribution of the values of the correlation coefficient in samples
from an indefinitely large population. Biometrika 10: 507-521.

Fisher, R. A. (1921). Studies in crop variation. I. An examination of the yield of dressed grain from
Broadbalk. J. Agricult. Sci. 11: 107-135, doi:10.1017/S0021859600003750.

Fisher, R. A. (1922). On the mathematical foundations of theoretical statistics. Phil. Trans. Roy.
Soc. London Ser. A 222: 309-368.

Fisher, R. A. (1925a). Statistical Methods for Research Workers. Biological Monographs and Man-
uals. Oliver and Boyd, Edinburgh.

Fisher, R. A. (1925b). Theory of statistical estimation. Mathemat. Proc. Cambridge Phil. Soc. 22:
700-725, doi:10.1017/S0305004100009580.

Fisher, R. A. (1935). The fiducial argument in statistical inference. Ann. Fugenics 6: 391-398,
doi:10.1111/j.1469-1809.1935.tb02120.x.

Fisher, R. A., Corbet, A. S. and Williams, C. B. (1943). The relation between the number of species
and the number of individuals in a random sample of an animal population. J. Animal Ecol. 12:
42-58.

Hastie, T., Tibshirani, R. and Friedman, J. (2009). The Elements of Statistical Learning. Data
Mining, Inference, and Prediction. Springer Series in Statistics. New York: Springer, 2nd ed.,
doi:10.1007/978-0-387-84858-7.

James, G., Witten, D., Hastie, T. and Tibshirani, R. (2013). An Introduction to Statistical Learning
with Applications in R, Springer Texts in Statistics 103. Springer, New York, doi:10.1007/978-
1-4614-7138-7.

James, W. and Stein, C. (1961). Estimation with quadratic loss. In Proc. 4th Berkeley Sympos.
Math. Statist. and Prob., Vol. I. Berkeley: Univ. California Press, 361-379.

Lehmann, E. L. (1959). Testing Statistical Hypotheses. John Wiley & Sons, Inc., New York; Chap-
man & Hall, Ltd., London.

Mosteller, F. and Tukey, J. (1977). Data Analysis and Regression: A Second Course in Statistics.
Addison-Wesley Series in Behavioral Science. Addison-Wesley.

Neyman, J. and Pearson, E. S. (1933). On the problem of the most efficient tests of statistical
hypotheses. Phil. Trans. Roy. Soc. London Ser. A 231: 289-337.

24



Qin, H.-L., Dai, J., Lu, G., Shao, S., Wang, S., Xu, T., Zhang, W., Zhang, P. and Letaief, K. B.
(2026). Generative Al meets 6G and beyond: Diffusion models for semantic communications.
IEEE Comm. Surveys & Tutorials 28: 6241-6281, doi:10.1109/COMST.2026.3690542.

Robbins, H. (1956). An empirical Bayes approach to statistics. In Proc. 3rd Berkeley Sympos. Math.
Statist. and Prob., Vol. I. Berkeley and Los Angeles: Univ. California Press, 157-163.

Savage, L. J. (1976). On rereading R. A. Fisher. Ann. Statist. 4: 441-500, edited posthumously by
John W. Pratt.

Singh, K., Xie, M. and Strawderman, W. E. (2005). Combining information from in-
dependent sources through confidence distributions. Ann. Statist. 33: 159-183, doi:
10.1214/009053604000001084.

Stigler, S. (2005). Fisher in 1921. Statist. Sci. 20: 32—49, doi:10.1214,/088342305000000025.

Tukey, J. W. (1962). The future of data analysis. Ann. Math. Statist. 33: 1-67, doi:
10.1214/aoms/1177704711.

Xu, Z., Witten, D. and Shojaie, A. (2025). A unified framework for semiparametrically efficient
semi-supervised learning. arXiv e-prints : arXiv:2502.17741d0i:10.48550/arXiv.2502.17741.

Yates, F. and Mather, K. (1963). Ronald Aylmer Fisher, 1890-1962. Biogr. Mems Fell. R. Soc. 9:
91-129, doi:10.1098 /rsbm.1963.0006.

25



